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How to Run Long Jobs

Every job class of SP2 has a time limit. Programs running over these time limits must be checkpointed and the computation must be broken into several job step.

Using job steps

Loadleveler schedule your jobs on one or more machines for processing. The definition of a job, in this context, is a set of job steps and each job step contains an executable. You can use LoadLeveler to sequentially run several job steps, each one depend upon the status of previous job step. 

Checkpoint

You must checkpoint the data at the end of each job steps so that the next job step can use the data produced by the previous job step. There is no general checkpoint code available. Different program needs different checkpoint code. However, the part of the code which  checks the job time limit and decide whether to end the job step is basically the same. The example code is provided in this manual.



�How to use LoadLeveler job steps

The following job command file illustrates how to do this :

#!/bin/csh

###############################################################

# REVISED: 97/1/7  Woo Chat Ming at HKU (cmwoo@hkusua.hku.hk) 

###############################################################

#@ job_name        = timeup

### NOTE: Be sure to substitute your actual userid/directory 

#@ initialdir      = /d10/home/cc/cmwoo/stopwatch/timeup

#@ output       = $(job_name).$(jobid).$(stepid).$(hostname).out

#@ error        = $(job_name).$(jobid).$(stepid).$(hostname).err

#@ job_type        = parallel

#@ requirements    = (Adapter == "hps_user")

#@ min_processors  = 2

#@ max_processors  = 6

#@ executable      = timeup

#@ environment     = COPY_ALL;MP_EUILIB=us;MP_LABELIO=yes;

#@ class           = p_small

 

#####Job Step 0 

#@ step_name       = step0

#@ queue

#####Job Step 1 

#@ step_name       = step1

#@ dependency      = step0 == 0 

#@ queue

#####Job Step 2

#@ step_name       = step2

#@ dependency      = step1 == 0 

#@ queue

�Checkpoint the code

Parameter files in the example checkpoint code

In the following C and FORTRAN example checkpoint code, three text files were used to store the timing and checkpoint parameters.

ckpttime.para

This file saves the checkpoint time in second. At the end of which the program should checkpoint using its own code and then exit the program. E.g., With the following ckpttime.para file, the job step will checkpoint and then exit at  3000.0/60 = 50 minutes after the program starts.

3000.00

need.para

The file saves the total number of iteration need to be done. It must be integer. E.g.

10000

done.para

This file saves the number of iteration already done by all the previous job steps. It must be an integer. E.g., The following done.para file means 50 iterations has already been done. There should be 10000 - 50 = 9950 iterations still need to be computed.

Before the start of first job step, this file should have the number 0. The user program is responsible for updating this file. Users should not edit this file using text editor.
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�Sample C MPI Checkpoint Code

This is a example MPI code for this purpose. The program can be compiled by the command :

mpicc chpt.c



The following is the example MPI checkpoint program.

-------------



#include "mpi.h"

#include <time.h>

#include <stdio.h>

#include <stdlib.h>





#define FINISH    1

#define CONTINUE  0



/* MPI variables */

int     nTasks,                  /* total number of MPI tasks in        

                                    partitiion */

        iRc,                     /* return error code */

        iTaskid;                 /* rank of this processor */



/* Variables used for timing and checkpoint */

FILE    *fpChptPara;             /* File pointer for checkpoint 

                                    parameter files. */

time_t  start_time,curr_time; 

double  dChptTime;               /* The checkpoint time. At the end

                                    of which the program

                                    should checkpoint and exit. In 

                                    order to allow time for doing 

                                    the checkpoint, this limit must  

                                    be shorter than the job time  

                                    limit. */

int     nIterNeeded, nIterDone;  /* Number of iteration needed and 

                                    done */

int     iCommand;                /* Command from Master to Slave  

                                    processors. Should either be

                                    "CONTINUE" or "FINSISH" */





int main(argc,argv)

int argc;

char *argv[];

{

int     i,j,k,                    /* loop variable */

        iThisIter;                /* The counter of this iteration */

int     N = 100;

float   A[100][100], B[100][100], C[100][100];





/* Start the timer from the outset. */

   start_time = time(NULL);



/***************** initializations ***********************/



   iRc = MPI_Init(&argc,&argv);

   iRc|= MPI_Comm_size(MPI_COMM_WORLD,&nTasks);

   iRc|= MPI_Comm_rank(MPI_COMM_WORLD,&iTaskid);

   if (iRc != 0)

      printf ("error initializing MPI \n");

   else

      printf ("MPI task ID = %d\n", iTaskid);



/************** Read the checkpoint parameters ***********/



   fpChptPara = fopen("chpttime.para", "r");

   fscanf(fpChptPara, "%lg", &dChptTime);

   fclose(fpChptPara);

   fpChptPara = fopen("need.para", "r");

   fscanf(fpChptPara, "%d", &nIterNeeded);

   fclose(fpChptPara);

   fpChptPara = fopen("done.para", "r");

   fscanf(fpChptPara, "%d", &nIterDone);

   fclose(fpChptPara);



   while(TRUE)  {

       if( iTaskid == 0 

           && difftime(time(NULL),start_time) <= dChptTime 

           && nIterDone < nIterNeeded ) 

           {

           iCommand = CONTINUE;

           }

       else{

           iCommand = FINISH;

           }

       iRc = MPI_Bcast(&iCommand,1,MPI_INT,0,MPI_COMM_WORLD);



       if(iCommand == FINISH) break;



       iThisIter = nIterDone + 1;





 

       /* Execute the iteration here */ 

       /* E.g. here I do a matrix multiplication. */

       for(i = 1; i<=N; i++ )            {

           for(j = 1; j<=N; j++ )        {

                  C[i][j] = 0;

                  for(k = 1; k<=N; k++ ) {

                      C[i][j] = C[i][j] + A[i][k]*B[k][j];

                  }

              }

           } 



       

 

       nIterDone ++ ;

   }









/* Write your own checkpoint code here. */











   if(iTaskid == 0) {

       fpChptPara = fopen("done.para", "w");

       fprintf( fpChptPara, "%d\n", nIterDone);

       fclose(fpChptPara);

   }

   iRc = MPI_Finalize(); 

   exit(0);

} 



�Sample FORTRAN MPI Checkpoint Code

This is a example MPI code for this purpose.  The module library “stop watch” is used for the time enquiry function. 

The program can be compiled by the command :

mpif77 chpt.f -I{STOPWATCH} ${STOPWATCH}/stopwatch.a 



The following is example FORTRAN checkpoint program



C     "Module" is a FORTRAN 90 construct.

C     The SP2 FORTRAN compiler supports this feature.

C     The module "global" is used for storing global variables.

C     You may add your own global variables into this module 

C     instead of using COMMON blocks.



      module global

C     The "stopwatch" module is used to check the time used by the 

C     program.

      use stopwatch

C     "w" is a variable used for storing the data of timing.

      type(watchtype) :: w

      end module global





      program timeup

C     Use the function of stopwatch module.

      use stopwatch

C     Use the data from the module "global".

      use global

      IMPLICIT NONE

      include 'mpif.h'



      integer , parameter :: n = 100, CONTINUE = 0, FINISH = 1

      integer i, j, k 

      integer A(n,n),B(n,n),C(n,n)

      integer Num_of_Iter_Done, Num_of_Iter_Needed, iThis_Iter

      real chpttime      ! Checkpoint time in second. 

                         ! At the end of which the program should 

                         ! checkpoint and then exit.

      real current_time  ! Time used since start of program.



C     MPI variables.

      integer numtasks, iam, ierr, rc , iCommand



C     Start up the MPI.

      call MPI_INIT(ierr)

      if (ierr .ne. 0) then

         print *,'Error starting MPI program. Terminating.'

         call MPI_ABORT(MPI_COMM_WORLD, rc, ierr)

      end if

      call MPI_COMM_RANK(MPI_COMM_WORLD, iam, ierr)

      call MPI_COMM_SIZE(MPI_COMM_WORLD, numtasks, ierr)



C     Start up the stopwatch.

      call create_watch(w) ; call start_watch(w)

      



C     Get the chpttime, num_of_iter_needed, num_of_iter_done

      OPEN(UNIT=10,FILE="chpttime.para",ACTION="READ")

      read(10,*) chpttime 

      CLOSE(10)

      OPEN(UNIT=10,FILE="need.para",ACTION="READ")

      read(10,*) Num_of_Iter_Needed 

      CLOSE(10)

      OPEN(UNIT=10,FILE="done.para",ACTION="READ")

      read(10,*) Num_of_Iter_Done

      CLOSE(10)



      A = 1; B = 1; C = 0



      do iThis_Iter = Num_of_Iter_Done + 1 ,Num_of_Iter_Needed 



C         Master processor checks whether the time limit is 

C         exceed.

          call read_watch(current_time,w,clock=“wall”)

          if( iam == 0 .AND. current_time >= chpttime )  then

              iCommand = FINISH 

          else

              iCommand = CONTINUE

          endif



C         Clocks in some processor may be not accurate, so we

C         should refer to the clock in master processor only.

          call 

     +     MPI_Bcast(iCommand,1,MPI_INTEGER,0,MPI_COMM_WORLD,ierr)



C         Exit the do loop.

          if (iCommand == FINISH) EXIT



C         Execute the iteration here.

C         This is a sample for matrix multiplication ....    

          do i = 1, n

              do j = 1, n

                  C(i,j) = 0

                  do k = 1, n

                      C(i,j) = C(i,j) + A(i,k)*B(k,j)

                  enddo

              enddo

          enddo



C         Value of Num_of_Iter_Done will be saved when this job 

C         step finishes.

          Num_of_Iter_Done = Num_of_Iter_Done + 1

      enddo



C     Write your own checkpoint code here.

C     ........







C     Update the file done.para 

      if(iam == 0) then

          OPEN(UNIT=10,FILE="done.para",ACTION="WRITE")

          write(10,*) Num_of_Iter_Done

          CLOSE(10)

      endif



C     Clean up MPI library. 

      call MPI_FINALIZE(ierr)



      end program timeup



�How To Have Big Disk Space

In each of the batch nodes spacious file system called /tmp1 is installed for program which require large and fast-access space storing temporary files.

Node�/tmp1 size��spf1n05e - spf1n16e�750 M��spf2n01e - spf2n12e�250 M��spf2n13e - spf2n16e�2 Gb��Table � SEQ Table \* ARABIC �
1
� The temporary disk space at batch nodes.

To use the file system in specific node, You 
must
 change the requirement section of the LoadLeveler command file.
 E.g. ,


#@requirements =  (Adapter == “hps_user) && \

    (   Machine == “spf2n13e” || Machine == “spf2n14e” \

     || Machine == “spf2n15e” || Machine == “spf2n16e” )

                

How To Have Big Memory



Node�Memory size��spf1n01e - spf1n16e�64M��spf2n01e - spf2n12e�64M��spf2n13e - spf2n16e�128M��Table � SEQ Table \* ARABIC �
2
� The physical memory available at each nodes

To use nodes with larger physical memory , you should specify the Memory  requirement at the requirement section of the LoadLeveler command file. E.g. 

#@requirements = (Adapter == “hps_user”) && (Memory >= 128)



or 

#@requirements = (Adapter == “hps_user”) && \

  (Memory >= 128)
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