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�Introduction to IBM SP2 at HKU

Background

The IBM 9076 SP2 SuperComputer system (hereafter "HKUSP2 System") is a 48-way parallel system with 48 computer-nodes inter-connected by a high-performance communication switch and has an aggregated peak speed of 30.72 GFLOPS. A wide range of application software tools are available on the HKUSP2 System. These application software tools include IBM's parallel version of ESSL (Engineering and Scientific Subroutine Library), Portland group’s High Performance Fortran compiler, MPI which is coming to be the standard of message passing libraries for supporting parallel computing and other debugger, profiler and visualisation tools etc. facilitate the use of the system by the users.

Getting a user account

This system is classified as a supercomputer by the United States Department of Commerce. Hence the use of this system has to comply with the Supercomputer Safeguards Plan (SSP) covered by the terms of the United States Export License and the Supercomputer Safeguards Plan (SSP) required by the Hong Kong Trade Department. Applicants for the use of the HKUSP2 System must read all parts of the account application form and account application information sheets (CF-124.a) carefully before submitting the applications. A copy of the account application information sheets is located at web page : http://www.hku.hk/cc/sp2/account/infosht.html .

Eligibility

The use of the HKUSP2 System will be restricted to the civil end use in teaching, learning, consulting, research and administration activities of the University of Hong Kong, and the University's collaboration with other universities, academic, research and government organizations. In accordance with the SSP, access of the HKUSP2 System by the persons of the following countries or any organization or representative thereof are strictly prohibited: 

Afghanistan, Albania, Angola, Bulgaria, Cuba, Cambodia, Estonia, Iran, Iraq, Latvia, Laos, Libya, Lithuania, Mongolia, Nicaragua, North Korea, the People's Republic of China, Romania, Syria, Vietnam, Yemen, Armenia, Azerbaijan, Belarus, Georgia, Kazakhstan, Kyrgyzstan, Moldova, Russia, Tajikistan, Turkmenistan, Ukraine and Uzbekistan. 

Exceptions are made for the PRC Nationals employed by the University of Hong Kong or the PRC Nationals who are registered students of the University of Hong Kong while they are in Hong Kong. These exceptional access would be limited to the end-use as described herein.

Application Procedure

Applicants should read the account application information sheets (CF-124.a) carefully before completing and returning the application form of the IBM 9076 SP2 Account Application (CF-124) which are obtainable at the Computer Centre's General Office at Room 223, Run Run Shaw Building, The University of Hong Kong (Tel no. 2859 2491, Fax no. 2559 7904). For applicants who are not members of the University of Hong Kong, their applications and the addendum to the SP2 account application must also be completed and returned to the Computer Centre of the University of Hong Kong. All applications are subject to the review and approval of the Security Personnel of the Computer Centre and the HKU SP2 Project Peer Review Group.

Budget and Charges

Depending on the nature of project and the resources allocated by the Peer Review group, a equivalent amount of computer budget is allocated. In the case of outside practice by members of the University or accounts granted is other institutions / organization, user will be charged on this cost for using our HKUSP2 system. User who requires additional more disc space or computer budget will have to apply for an extension using the proper form.

Who Should use this book

This book is intended for new programmer or first time users of the HKUSP2 system.

It is assumed that the reader of this manual has basic knowledge in UNIX commands. The computer centre provides a very nice introduction material on UNIX called “UNIX user guide” for those who don’t have experience in UNIX system. Reader may refer that tutorial if necessary.

Only parallel program can take advantage of the SP2 system. Serial program would not have performance gain when run on SP2. A big workstation is the recommended solution for serial programs. As a result, this manual would discuss the running of parallel programs only but not serial ones.

How to use this book

Users should read the whole documentation before starting programming the IBM SP2.



Supercomputer support team was set up in the computer centre to assist users of IBM SP2 in using the machine and parallelizing their programs. If users find any questions in the use of SP2 or parallelization of their program, please feel free to contact us. Our web page address is http://www.hku.hk/cc/sp2/staff.html



System arrangement

Hardware Nodes

The HKUSP2 consists of three frames. Each frame consists of 16 IBM P2SC RISC processors. Each of the processors is called a processor node and they have different host name. Their hostname are :

Frame�Processor node names��1�spf1n01.sp.hku.hk - spf1n16.sp.hku.hk��2�spf2n01.sp.hku.hk - spf2n16.sp.hku.hk��3�spf3n01.sp.hku.hk - spf3n16.sp.hku.hk��Table � SEQ Table \* ARABIC �1� Hostname of nodes in HKU SP2

Each individual node has its own local RAM and local disk storage and has it local copy of operating system (AIX 4.2.1.0, IBM version of UNIX) installed. Nodes in a frame are interconnected by high performance switches and the three frames are linked up by an inter-frame high performance switch. Also, all 48 nodes are connected by Ethernet. The specification of HKUSP2 is given in � REF _Ref366483072 \* MERGEFORMAT �Table 2� below :

Frame no.�Node no.�Node Name�Pool No.�Memory�Local Harddisk�Size of 
loc
al
 di
sk 
/tmp1�Processor Type�Type of processing��1�1�spf1n01�1�128MB�2GB�104M�P2SC RISC�batch��1�2�spf1n02�1�128MB�2GB�104M��batch��1�3�spf1n03�1�128MB�2GB�104M��batch��1�4�spf1n04�1�128MB�2GB�104M��batch��1�5�spf1n05�1�128MB�2GB�104M��batch��1�6�spf1n06�1�128MB�2GB�104M��batch��1�7�spf1n07�1�128MB�2GB�104M��batch��1�8�spf1n08�1�128MB�2GB�104M��batch��1�9�spf1n09�1�128MB�2GB�104M��batch��1�10�spf1n10�1�128MB�2GB�104M��batch��1�11�spf1n11�1�128MB�2GB�104M��batch��1�12�spf1n12�1�128MB�2GB�104M��batch��1�13�spf1n13�1�128MB�2GB�104M��batch��1�14�spf1n14�1�128MB�2GB�104M��batch��1�15�spf1n15�1�128MB�2GB�104M��batch��1�16�spf1n16�1�128MB�2GB�104M��batch��2�1�spf2n01�1�128MB�2GB�104M��batch��2�2�spf2n02�1�128MB�2GB�104M��batch��2�3�spf2n03�1�128MB�2GB�104M��batch��2�4�spf2n04�1�128MB�2GB�104M��batch��2�5�spf2n05�1�128MB�2GB�104M��batch��2�6�spf2n06�1�128MB�2GB�104M��batch��2�7�spf2n07�1�128MB�2GB�104M��batch��2�8�spf2n08�1�128MB�2GB�104M��batch��2�9�spf2n09�1�128MB�2GB�104M��batch��2�10�spf2n10�1�128MB�2GB�104M��batch��2�11�spf2n11�1�128MB�2GB�104M��batch��2�12�spf2n12�1�128MB�2GB�104M��batch��2�13�spf2n13�1�128MB�2GB�104M��batch��2�14�spf2n14�1�128MB�2GB�104M��batch��2�15�spf2n15�1�128MB�2GB�104M��batch��2�16�spf2n16�1�128MB�2GB�104M��batch��3�1�spf3n01�1�256MB�2GB�104M��batch��3�2�spf3n02�1�256MB�2GB�104M��batch��3�3�spf3n03�1�256MB�2GB�104M��batch��3�4�spf3n04�1�256MB�2GB�104M��batch��3�5�spf3n05�1�256MB�2GB�104M��batch��3�6�spf3n06�1�256MB�2GB�104M��batch��3�7�spf3n07�1�256MB�2GB�104M��batch��3�8�spf3n08�1�256MB�2GB�104M��batch��3�9�spf3n09�1�256MB�2GB�104M��batch��3�10�spf3n10�1�256MB�2GB�104M��batch��3�11�spf3n11�1�256MB�2GB�104M��batch��3�12�spf3n12�1�256MB�2GB�104M��batch��3�13�spf3n13�2�256MB�2GB�104M��interactive��3�14�spf3n14�2�256MB�2GB�104M��interactive��3�15�spf3n15�2�256MB�2GB�104M��interactive��3�16�spf3n16�2�256MB�2GB�104M��interactive��Table � SEQ Table \* ARABIC �2� HKUSP2 processor nodes specification

�The 48 nodes were divided into 2 processor pools. See � REF _Ref366483029 \* MERGEFORMAT �Table 3� below :

POOL�Nodes�Description��1�spf1n01 - spf1n16

AND 

spf2n01 - spf2n16

AND

spf3n01 - spf3n12�You cannot login to nodes in this pool. They are used to run batch jobs only. You can submit jobs to these nodes through the LoadLeveler (See Page � PAGEREF _Ref366483735 �13�, “� REF _Ref366483740 \* MERGEFORMAT �Send your jobs to batch nodes using LoadLeveler�” for detail ).

When your job needs, say 10 batch nodes, then the loadleveler will allocate 10 batch nodes for your job. And those 10 batch nodes will exclusively run your job without interference of other jobs. So these nodes are much more faster than interactive nodes which serves many users at the same time. However, interactive debugging cannot be done in batch nodes. All input data must be stored in files before the batch job is started.��2�spf3n13 - spf3n16�These nodes support interactive login. You can login to these nodes to edit, compile and debug your program interactively. 

These nodes are slow compared with batch nodes because they need to serve all users at the same time. As a result, these nodes are suitable for testing purpose only. Production jobs should be run in batch nodes.

Users’ job running in these nodes will be killed when it spends more than 1 hour of CPU time.��Table � SEQ Table \* ARABIC �3� Processor node Pool arrangement

To show the current allocation of pools, use the command “jm_status -P”

File system

Each processor node has it own local file system. Each of the batch nodes (nodes in pool 1 ) has a large disk space located at the directory /tmp1 . User can use this disk space for programs which require large and fast-access space storing temporary files. See � REF _Ref366483072 \* MERGEFORMAT �Table 2� for size of /tmp1 directory.

In addition to the local disk storage on each node, there is a RS600/570 machines used as a file server mounted to individual nodes through nfs (for data files and users' own files). The file server contains 32 MB of RAM and 12 GB of harddisk storage.

Connection to HKUSP2

HKUSP2 System is connected to the University Campus Network through a security filtration gateway for controlling legitimate access and to prevent conscious or direct ties to the network of countries specified in the section � REF _Ref366485406 \n �1.2.1� “� REF _Ref366485411 \* MERGEFORMAT �Eligibility�” above.

Connection Procedure

From any workstation/PC on the main campus wide network, a user can use telnet to establish a connection to the HKUSP2 system. The host name for the system is hkusp2. For example, if you are in a unix session, type: 

% telnet hkusp2 

The HKU SP2 system will bring you to one of the nodes in the pool number 2 ( node spf3n13-spf3n16 ). You cannot specify which node you are going to login. However once you have logged in the system you may again use telnet, or rlogin to login another node in the pool 2. 

The individual nodes operate exactly the same way as other AIX system (IBM version of UNIX) when you are not running parallel program.

Connection from outside HKU

User from other institutions/organizations should register the IP address of his computer station that is used to access the HKUSP2 system. Only registered computer station is eligible to access the HKUSP2 and remote logging from other computer station outside the University of Hong Kong is prohibited by the security filtration gateway.

To connect to HKUSP2 from outside HKU, please use specific IP address of the interactive nodes. The IP address of those nodes are 147.8.3.95 to 147.8.3.98. For example,

% telnet 147.8.3.95

Interactive Session Connection Time

All interactive access to the HKUSP2 System will be denied during the Computer Centre’s closing periods when no Computer Centre operations staff are manning the Computer Room. Please refer to the web page http://www.hku.hk/cc/sp2/login.html for the time specified.



Compile and debug your program in interactive nodes

Following are the steps to create a parallel program in HKUSP2 :

Edit and compile the program code in one of the interactive nodes of HKUSP2.

Debug the parallel program in the 4 interactive nodes.

After the code is fully debugged, put the program to the batch nodes to run. The batch nodes are dedicated to the program so they are much faster than interactive nodes.

Compiling

A parallel C, C++, FORTRAN 77 or FORTRAN 90 program must be compiled and linked before you can run it. To compile and link a parallel program, you use the commands mpcc, mpCC, mpxlf or mpxlf90. The mpcc, mpCC and mpxlf commands not only compile your program, but also link the message-passing libraries. When you later invoke the program, the subroutines in these libraries enable the SP2 to communicate with the parallel tasks, and the tasks with each other.

The procedure of compiling a parallel program depends on the software library you use. Different compiler and different software libraries may have different compilation procedure.

For example, if MPI (message passing interface) is used, you could compile your program by issuing the following command :

mpxlf  program.f -o program.exe  (fixed form source code of Fortran 77/Fortran 90 programs)  

mpxlf90  program.f -o program.exe (free form source code of Fortran 77/Fortran 90 programs)

mpcc program.c -o program.exe   ( C )

mpCC program.c -o program.exe   ( C++ )





Please refer to http://www.hku.hk/cc/sp2/swlist.html for detailed desciption of compilation procedure of each software library and compilers in HKUSP2.

If you have any problem, please feel free to contact our support staff. The E-mail addresses of HKUSP2 support staff are hcxckwk@hkusua.hku.hk and cmwoo@hkusua.hku.hk .

Parallel environment variables

Some UNIX environment variables control the behaviour of your parallel program. Some commonly used environment variables are discussed below. For detailed explanation of Parallel environment variables, see IBM AIX Parallel Environment - Operation and Use using the InfoExplorer.

To set a particular UNIX environment variable, see http://www.hku.hk/cc/sp2/technical/setenv.html for detail.

MP_PROCS

This indicates the number of processors on which an interactive parallel program would run. E.g., if you change MP_PROCS to 3 by : 

(csh) : setenv MP_PROCS 3			(ksh) : export MP_PROCS=3

then, your parallel programs will be run on 3 of the 4 interactive nodes when you start it on an interactive node.

Note : The default value for MP_PROCS is 4. i.e. Your program will run in the 4 interactive nodes. This variable is not used for batch jobs submitted to LoadLeveler. i.e. It is used in interactive jobs only.

MP_EUILIB

During execution, the tasks of your program can communicate via calls to communication routines (e.g., MPI routines).  The communication routines in turn call CSS library routines which enable the processor nodes to exchange the message data.  Before you invoke your program, you need to decide which CSS library implementation you wish to use - the IP CSS or the User Space (US) CSS.

The IP CSS library implementation uses “Internet Protocol” for communication among processor nodes. In this mode any number of users can share the high performance switch at the same time. The drawback of this protocol is that it is slow.

The US CSS library implementation uses the “User Space” protocol for dedicated use of the high performance switch for communication among processor nodes. In this mode, the high performance switch channel of a processor would be used exclusively by one user and other users in that processor cannot use the high performance switch at the same time. The benefit is that it is much faster.

The MP_EUILIB environment variable is used to indicate which CSS library implementation you are using. The CSS library can be set to IP mode by :

(csh) : setenv MP_EUILIB ip			(ksh) : export MP_EUILIB=ip

Or to US mode by :

(csh) : setenv MP_EUILIB us			(ksh) : export MP_EUILIB=us

The default value is ip for interactive processing. Users are advised to use ip mode for interactive processing and use us mode for batch processing. 

NOTE : Users should never use us mode in interactive nodes since in us mode, the High Performance Switch is dedicated to 1 user only and other users cannot use the those nodes to debug their parallel programs. Please always use ip mode in interactive nodes and us mode in batch nodes.

Environment variables controlling input and output are explained in section � REF _Ref367091991 \n �3.3� “� REF _Ref367091991 \* MERGEFORMAT �Managing input and output�”.

Managing input and output

Input

For interactive jobs, the standard input (STDIN) to the program is directed from the keyboard. For batch jobs, STDIN is directed from a file supplied by the user.

Using the environment variable MP_STDINMODE , you can specify that either: 

All tasks should receive the same input data from STDIN. This is multiple input mode. This is the default value.  OR

STDIN should be sent to a single task of your partition.  This is single input mode.

Multiple Input Mode

Setting MP_STDINMODE to “all” indicates that all tasks should receive the same input data from STDIN (or input file for batch jobs). The Home Node Partition Manager sends STDIN to each task as it is read. You can do this by :

(csh) : setenv MP_STDINMODE all	(ksh) : export MP_STDINMODE=all

Single Input Mode

There are times when you only want a single task to read from STDIN.  To do this, you set MP_STDINMODE to the appropriate task id.  For example, say you have a MPMD application consisting of two programs - master and slaves.  The program master is designed to run as a single task on one processor node.  The slaves program is designed to run as separate tasks on any number of other nodes.  The master program handles all I/O, so only its task needs to read STDIN.  If master is running as task 0, you need to specify that only task 0 should receive STDIN.  To do this, you could set the environment variable MP_STDINMODE to 0 :

(csh) : setenv MP_STDINMODE 0		(ksh) : export MP_STDINMODE=0

Output

STDOUT is the primary destination of data coming from a command. For interactive jobs, STDOUT refers to the display. For batch jobs, STDOUT refers to the output file. How you manage STDOUT for a parallel application depends on whether you want output data from one task or all tasks.  If all tasks are writing to STDOUT, you can also specify whether or not output is ordered by task id.  Using the environment variable MP_STDOUTMODE, you can specify that:

all tasks should write output data to STDOUT asynchronously.  This is unordered output mode. This is the default value.

output data from each parallel task should be written to its own buffer, and later all buffers should be flushed, in task order, to STDOUT.  This is ordered output mode.

a single task of your partition should write to STDOUT.  This is single output mode.

Unordered Output Mode

Setting MP_STDOUTMODE to unordered specifies that all tasks should write output data to STDOUT asynchronously. To specify unordered output mode, you could:

(csh) : setenv MP_STDOUTMODE unordered	(ksh) : export MP_STDOUTMODE=unordered

Note : If you are using unordered output mode, you will probably want the messages labeled by task id.  Otherwise it will be difficult to know which task sent which message. See � REF _Ref366572438 \n �3.3.2.4� “� REF _Ref366572438 \* MERGEFORMAT �Labeling message output�” below.

Ordered Output Mode

Setting MP_STDOUTMODE to ordered specifies ordered output mode.  In this mode, each task writes output data to its own buffer.  Later, all the task buffers are flushed, in order of task id, to STDOUT.  The buffers are flushed when:

any one of the individual task buffers fills

execution of the program completes.

all tasks explicitly flush the buffers by calling the MP_FLUSH or mpc_flush Parallel Utility Function.

tasks change output mode using calls to Parallel Utility Functions.  For more information on Parallel Utility Functions, refer to IBM AIX Parallel Environment:  Parallel Programming Subroutine Reference.

To specify ordered output mode, you could:

(csh) : setenv MP_STDOUTMODE ordered		(ksh) : export MP_STDOUTMODE=ordered

Single Output Mode

You can specify that only one task should write its output data to STDOUT.  To do this, you set MP_STDOUTMODE to the appropriate task id.  For example, say you have a SPMD application in which all the parallel tasks are sending the exact same output messages.  For easier readability, you would prefer output from only one task - task 0.  To specify this, you could:

(csh) : setenv MP_STDOUTMODE 0		(ksh) : export MP_STDOUTMODE=0

Note : You can also specify single output mode from your program by calling the MP_STDOUTMODE or mpc_stdoutmode Parallel Utility Function. Refer to IBM AIX Parallel Environment:  Parallel Programming Subroutine Reference for more information.

Labeling message output

You can set the environment variable MP_LABELIO, so that output from the parallel tasks of your program are labeled by task id.  While not necessary when output is being generated in single mode, this ability can be useful in ordered and unordered modes.  For example, say the output mode is unordered.  You are executing a program and receiving asynchronous output messages from all the tasks.  This output is not labeled, so you do not know which task has sent which message.  It would be clearer if the unordered output was labeled. For example:

  7: Hello World

  0: Hello World

  3: Hello World

 23: Hello World

 14: Hello World

  9: Hello World



To have the messages labeled with the appropriate task id, you could:

(csh) : setenv MP_LABELIO yes		(ksh) : export MP_LABELIO=yes

The default value of MP_LABELIO is yes.

To no longer have message output labeled, set the MP_LABELIO environment variable to no.

Message Reporting Level for Standard Error (STDERR)

You can set the environment variable MP_INFOLEVEL to specify the level of messages you want from POE (The parallel operating environment).  You can set the value of MP_INFOLEVEL for the value 1 through 6. The integers 0, 1, and 2 give you different levels of informational, warning, and error messages.  The integers 3 through 6 indicate debug levels that provide additional debugging and diagnostic information. Should you require help from the IBM Support Center in resolving a PE-related problem, you will probably be asked to run with one of the debug levels.

The default value of MP_INFOLEVEL is 1.

You can set the value of MP_INFOLEVEL by :

(csh) : setenv MP_INFOLEVEL 1			(ksh) : export MP_INFOLEVEL=1

More information about input/output

For more information about parallel input/output, refer to : AIX Parallel Environment-Operation and Use for detail. That manual can be accessed through the InfoExplorer (See � REF _Ref366572847 \n �5.2� � REF _Ref366572849 \* MERGEFORMAT �InfoExplorer�).

Testing your program in interactive nodes

Before you run your parallel program, you may need to set up the environment variable MP_PROCS if your required number of interactive processors is different from 4. Then you can start to run your program by entering the name of the executable program.

For interactive job, the maximum CPU time limit is set as one hour. i.e. your interactive job will be terminated involuntarily if it can not run to its end after one hour’s of CPU time. If you require more than one hour of CPU times, you should submit the job to the loadleveler for running.

The following example run the parallel program “myprog” in 3 interactive nodes.

setenv MP_PROCS 3

poe myprog



�Using pdbx to debug

It is highly recommended that you first debug your programs in interactive nodes before you put it to run in batch nodes.

The parallel debugger, pdbx, is very useful for debugging parallel programs. This debugger is based on the AIX dbx debugger. To use pdbx, basic knowledge in dbx debugger is required.

To debug a parallel program using pdbx, you need to compile the parallel program using the -g flag on the mpcc, mpCC or mpxlf command. e.g. :

mpxlf -g prog.f -o prog.exe (



pdbx is started like dbx :

pdbx prog.exe (



A command prompt will appear after starting of pdbx :

pdbx(all)



In pdbx, command context refers to a setting that controls which task(s) receive the subcommands entered at the pdbx command prompt. Context sensitive subcommands, when entered, only affect those tasks in the current command context. The debugger directs context sensitive subcommands at just the tasks in the current command context.

If the current command context is “all”, then the subcommand you typed will be send to all tasks. For example, if you type “step” at the command prompt “pdbx(all)”, all your program tasks will run one more line of code.

To create a new command context, use the following command :

pdbx(all) group add slave 1 2 3 (

0029-2040 3 tasks added to group slave



Here, the tasks 1, 2 and 3 were added to the command context “slave”.

To set the current command context to “slave” , use this command :

pdbx(all) on slave (

pdbx(slave)



Here, the current command context has been changed to “slave”. Subcommand you type here will be sent to node 1, 2 and 3 but not node 0.

To send a subcommand to a specific node or command context without changing the current command context, you can put “on xxx” before the command where “xxx” is the taskid or the name of command context. E.g. the command :

pdbx(all) on 0 next (



will sent the subcommand “next” to the task with id = 0. The command :

pdbx(all) on slave step (



will send the subcommand “step” to the task 1,2 and 3 but not task 0.

�You can use most of the dbx subcommands. However, some dbx subcommands cannot be used in pdbx. They are:

Commands that cannot be used by pdbx��clear��detach��edit��multproc��prompt��run��rerun��screen��

Use “help” subcommand to obtain a listing of pdbx subcommands.

For detail of pdbx, please read the information by searching for “pdbx” in “Parallel environment” manual in the InfoExplorer ( see � REF _Ref367096939 \n �5.2� ) by the command “info -l pe“

The manual of pdbx is also on the web page : http://www.hku.hk/cc/sp2/ftp/pdbx.ps .

Send your jobs to batch nodes using LoadLeveler

LoadLeveler command file

Batch jobs must be submitted to processor pool 1 ( the batch node pool) through the loadleveler.

Before you can submit a batch job or perform any other job related tasks, you first need to build the job command file.  A job command file specifies the name of the job, as well as the job steps that you want to submit and can contain other LoadLeveler keyword statements. � REF _Ref366577050 \* MERGEFORMAT �Figure 1� is a sample job command file. The name of this file is mytest.cmd.

#!/bin/csh



#@ job_name        = mytest

#@ initialdir      = /d10/home/cc/cmwoo

#@ input           = input.txt

#@ output          = $(jobid).$(stepid).$(hostname).out

#@ error           = $(jobid).$(stepid).$(hostname).err

#@ job_type        = parallel

#@ requirements    = (Adapter == "hps_user")

#@ min_processors  = 4 

#@ max_processors  = 16 

#@ environment   = COPY_ALL;MP_EUILIB=us;MP_INFOLEVEL=1;MP_LABELIO=yes;

#@ class           = p_small

#@ queue



echo $LOADL_PROCESSOR_LIST > used.hosts

poe mytest





Figure � SEQ Figure \* ARABIC �1� LoadLeveler job command file : mytest.cmd



�You can type :  

llsubmit mytest.cmd



in the interactive nodes to submit the parallel job to the LoadLeveler. When you type the command, the LoadLeveler would read the lines beginning with “#@” in the command file. Other lines without the “#@” mark will be regarded as comment lines and will be ignored. Your job will be put on a queue and it will be started when there are enough empty batch nodes available.

When the LoadLeveler thinks that it is time for your job to start, it will first allocate, say, 8 nodes for your job depending the min_processors and max_processors variable ( their meaning will be discussed later) and the number of available free nodes at that time. Then, LoadLeveler will run the loadleveler command file as a shell script in one of the allocated nodes. 

In the example above, the command “mytest” will be run in one of the allocated nodes. The environment variable LOADL_PROCESSOR_LIST is the list of node names that the LoadLeveler has just allocated.

i.e. the following lines of C shell script :

echo $LOADL_PROCESSOR_LIST > used.hosts

poe mytest



will be run by one of the allocated nodes. Because the program file “mytest” has been linked with message passing libraries by the compiler script “mpxlf”, the program will spawn tasks into other nodes automatically. The loadleveler keyword statements will be ignored because they were started with “#” and it was regarded as a comment statement in UNIX.

Loadleveler keyword statements

A keyword is a word that can appear in job command files. A Keyword statement is a statement that begins with a LoadLeveler keyword. Any LoadLeveler keyword or keyword statement is preceded by #@. There can be any number of blanks between the # and the @.

initialdir

The pathname of the directory to use as the initial working directory. Your program file and input file should be put there.

input

The name of the file to use as standard input (STDIN).

output

The name of the file to use as standard output (STDOUT).

error

The name of the file to be used as standard error (STDERR).

job_type

It should be “parallel” for parallel jobs.

executable

The is the name of the executable file or script file. If you do not include this keyword and the job command file is itself a shell script, LoadLeveler uses the LoadLeveler command file itself as the executable.

requirements

List of requirements which a remote machine must meet to execute the batch job. The requirements keywords in the example above specifies that the high-performance switch in user mode is needed.

The requirement supported are : Memory, Feature, Machine, Disk, Arch, Opsys, Adapter and Pool. Please see LoadLeveler User’s Guide for detail (See � REF _Ref366572847 \n �5.2� “� REF _Ref366572847 \* MERGEFORMAT �InfoExplorer�” for detail ).

min_processor and max_processor

The minimum / maximum number of processors requested for this parallel job. The number of processors allocated will be within that range. Please be noted that max_processor should not be bigger than the number “Max Slots” allowed by the job class you are using. The number “Max Slots” for each job class can be found by the command “llclass”. 

For example, if the output of llclass is like this :

spf1n01e$ llclass (



Name               MaxJobCPU     MaxProcCPU  Free   Max Description

                  d+hh:mm:ss     d+hh:mm:ss Slots Slots 

 

g94                     none     0+02:00:00     4     4 RS/6000 SP Parallel Guassiun 94 Job Queue

s_small           0+00:10:00     0+00:10:00     0     4 RS/6000 SP Serial Small Job Queue

serial            0+00:10:00     0+00:10:00     4     4 RS/6000 SP Serial Job Queue

parallel          0+00:10:00     0+00:10:00    24    28 RS/6000 SP Parallel Job Queue

p_small           0+00:10:00     0+00:10:00    24    28 RS/6000 SP Parallel Small Job Queue

s_medium          0+02:00:00     0+02:00:00     0     4 RS/6000 SP Serial Medium Job Queue

p_medium          0+02:00:00     0+02:00:00    24    28 RS/6000 SP Parallel Medium Job Queue

p_large           0+10:00:00     0+10:00:00    16    16 RS/6000 SP Parallel Large Job Queue

s_large           0+10:00:00     0+10:00:00     0     4 RS/6000 SP Serial Large Job Queue



This means max_processor should not be bigger than 28 for the job class “p_medium”. Also, there are 24 free nodes available for that job class now.

environment

It specifies your initial environment variables when our job starts.

COPY_ALL	Specifies that all the environment variables from your shell be copied.

$var	Specifies that the environment variable var be copied into the environment of your job when LoadLeveler starts it.

!var	Specifies that the environment variable var not be copied into the environment of our job when LoadLeveler starts it. This is most useful in conjunction with COPY_ALL.

var=value	Specifies that the environment variable var be set to the value “value” and copied into the environment of your job when LoadLeveler starts it.

The syntax is : 

environment = env1 ; env2 ; env3 ; ....

class

There are 3 parallel job class in HKUSP2. Each of them has a wall clock time limit.

class�Wall clock time limit��p_small�10 minutes��p_medium�2 hours��p_large�10 hours��Table � SEQ Table \* ARABIC �4� Job classes at HKUSP2

Jobs will be killed when they exceed the time limit of the class. Users are advised to checkpoint their jobs before the time limit exceeds. There is no automatic checkpointing performed by the system. All checkpointing and restart capability must be implemented by users within their codes.

queue

This is a command that puts the job into the job queue.

Comment statements

These lines are treated as comments. You can use comments to document your job command files, making them easier to understand when you read them later. You can add comment lines to the file as you would in any shell script. Any line whose first non-blank character is a pound sign (#) and is not a LoadLeveler keyword statement is regarded as a comment. You can build a job command file by using a text editor such as vi.

Loadleveler macros

LoadLeveler has several macros which you can use in a job command file. These macros are useful for distinguishing between output and error files.

You can refer to macros in mixed case, but you must specify them using the following syntax :

$(macro_name)

The following macros are available to you :

$(hostname)	The hostname of the machine from which the job was submitted.

$(jobid) 	The sequential number assigned to this job by the submitting machine.

$(stepid)	The sequential number assigned to this job step when multiple queue statements are used with the job command file.

In addition, the following keywords are also available as macros. However, you must define them in the job command file. 

$(executable)

$(job_name)

$(step_name)

$(class)

$(comment)



For detail, please see the LoadLeveler User’s Guide using the InfoExplorer. (See � REF _Ref366572847 \n �5.2� “� REF _Ref366572847 \* MERGEFORMAT �InfoExplorer�” for detail ).

�LoadLeveler commands

Note : All LoadLeveler commands are located at /usr/lpp/LoadL/nfs/bin.

llq

Query Job Status

Example :

spf1n01e:6> llq (

Id                       Owner      Submitted   ST PRI Class        Running On 

------------------------ ---------- ----------- -- --- ------------ -----------

spf1n03e.1840.0          nwmko       9/16 12:32 R  50  s_large      spf1n05e   

spf1n03e.1834.0          h9304772    9/16 09:53 R  50  s_large      spf1n07e   

spf1n03e.1833.0          h9304772    9/16 09:50 R  50  s_large      spf1n08e   

spf1n01e.2327.0          plychan     9/16 12:19 R  50  p_medium     spf1n15e   

spf1n02e.1705.0          dcheung     9/16 09:16 R  50  p_large      spf2n04e   

spf1n02e.1706.0          dcheung     9/16 09:17 I  50  p_large                 

spf1n02e.1707.0          dcheung     9/16 09:18 I  50  p_large                 

spf1n02e.1708.0          dcheung     9/16 09:19 I  50  p_large                 

spf1n02e.1709.0          dcheung     9/16 09:20 I  50  p_large                 

spf1n02e.1710.0          dcheung     9/16 09:20 I  50  p_large                 

spf1n02e.1711.0          aywchiu     9/16 10:37 I  50  p_large                 

spf1n01e.2327.1          plychan     9/16 12:19 I  50  p_medium                

spf1n03e.1839.0          nwmko       9/16 12:30 I  50  s_large                 

spf1n03e.1841.0          nwmko       9/16 12:33 I  50  s_large                 

 

14 jobs in queue 9 waiting, 0 pending, 5 running, 0 held.



where “I” indicates job idle, “R” indicates job running.

llsubmit

Submit a job to LoadLeveler to be dispatched based upon job requirements in the job command file.

Example :

llsubmit mytest.cmd

llcancel

Cancel one or more jobs from LoadLeveler queue.

Example :

llcancel spf1n01e.2327.0

llstatus

Query Machine Status

Example :

llstatus

�llclass

Return information about classes.

Example :

spf1n01e$ llclass  (



Name               MaxJobCPU     MaxProcCPU  Free   Max Description

                  d+hh:mm:ss     d+hh:mm:ss Slots Slots 

 

g94                     none     0+02:00:00     2     4 RS/6000 SP Parallel Guassiun 94 Job Queue

s_small           0+00:10:00     0+00:10:00     0     4 RS/6000 SP Serial Small Job Queue

serial            0+00:10:00     0+00:10:00     4     4 RS/6000 SP Serial Job Queue

parallel          0+00:10:00     0+00:10:00     3    28 RS/6000 SP Parallel Job Queue

p_small           0+00:10:00     0+00:10:00     3    28 RS/6000 SP Parallel Small Job Queue

s_medium          0+02:00:00     0+02:00:00     0     4 RS/6000 SP Serial Medium Job Queue

p_medium          0+02:00:00     0+02:00:00     3    28 RS/6000 SP Parallel Medium Job Queue

p_large           0+10:00:00     0+10:00:00     3    16 RS/6000 SP Parallel Large Job Queue

s_large           0+10:00:00     0+10:00:00     0     4 RS/6000 SP Serial Large Job Queue



Documentation

Web page

The supercomputer service team has put most updated information about the HKUSP2 in the web page http://www.hku.hk/cc/sp2/index.html . The web page containing almost all hardware, software and technical information about HKUSP2. It also provide a lot of useful links to other world wide web sites.

InfoExplorer

InfoExplorer provides both an ascii and X-based facility for accessing and searching much of IBM's product documentation. Currently, the HKU has the following IBM manuals online in InfoExplorer format: 

IBM PRODUCT�X Command�ASCII Command��InfoExplorer�info�info -a��AIX XL FORTRAN compiler�info -l xlf�info -a -l xlf��LoadLeveler�info -l LoadL�info -a -l LoadL��ESSL�info -l essl�info -a -l essl��Parallel Environment�info -l pe�info -a -l pe��PVMe�info -l pvm3�info -a -l pvm3��SP2 Systems Support�info -l sp2�info -a -l sp2��Table � SEQ Table \* ARABIC �5� : InfoExplorer commands

Instruction manual for using the InfoExplorer can be found at  : http://www.hku.hk/cc/sp2/software/info.html .

Technical Support

The Supercomputer supporting team of the HKU provides the following consultation service in parallel programming in the HKUSP2:

Training

Optimization

Parallelization

For more information , please E-mail to Mr W. K. Kwan at hcxckwk@hkusua.hku.hk or Mr Woo Chat Ming at cmwoo@hkusua.hku.hk .

Appendix

Useful Commands

checkfree

This command checks the available free nodes in the SP2.

For example :



~/gene spf3n01e:51>checkfree

***************Frame 1 : spf1n[xx]*************

01 02 03 04 05 06 07 08 09 10 11 12 13 14 15 16

 *  *  I  *  *  I  I  *  I  I  I  I  I  I  I  I

***************Frame 2 : spf2n[xx]*************

01 02 03 04 05 06 07 08 09 10 11 12 13 14 15 16

 *  I  *  I  I  I  I  I  *  *  I  *  *  I  I  *

***************Frame 3 : spf3n[xx]*************

01 02 03 04 05 06 07 08 09 10 11 12 13 14 15 16

 I  I  *  I  *  I  *  I  I  *  I  I  *  *  *  *

***********************************************

        I = Idle, * = Busy, D = Down

Total idle nodes : interactive = 0 ,batch = 28

***********************************************

Class    Available Nodes     Max. Nodes

---------------------------------------

p_small               29             45

s_small                3              4

g94                    3              4

s_medium               3              4

p_medium              29             45

s_large                3              4

p_large               29             45



jm_status -jv

Gets information about defined pools or about jobs running on nodes allocated by the Resource Manager.

mpxlf

Compiles a parallel FORTRAN program.

mpcc/mpCC

Compiles a parallel C/C++ program.

xlf/xlf90

Compiles a serial FORTRAN 77 and FORTRAN 90 program.

xlc/xlC

Compiles a C/C++ program.

pdbx

Debug a parallel program.
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